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Moore's 'lov'

Moore's N trans.–Year plot from 1965



CPU vs GPU - ydelse

Flydetalsoperationer per sekund for CPU'er og GPU'er.

Moore's 'lov' ingen natur lov

CPU � : � 18 mdr

GPU � : � 9 mdr

CPU vs GPU

Intel Core 2 nVidia GeForce
Extreme (QX9650) GTX 260

processor klok 3 GHz 1.3 GHz
effekt forbrug 130-150 W 182 W

kerner 4 216
cache 2 � 6 Mb 30 � 16 Kb

tråde eksekveret per klok 4 216
hardware tråde i 'sving' 4/8 30720

top ydelse 96 GFLOP/s 805 GFLOP/s
hukommelses båndbredde 12.8 GB/s 112 GB/s

pris >$1000 ca. $150



� – pris over ydelse

� Core 2 = 6000 DKK
96 GFLOP/s = 62.5 DKK/(GFLOP/s)

� nVidia 280 = 1200 DKK
805 GFLOP/s = 1.5 DKK/(GFLOP/s)

Dvs GPU 42 gange så prisbillig mht. ydelse.

� – effekt over ydelse

� Core 2 = 140 W
96 GFLOP/s = 1.5 W/(GFLOP/s)

� nVidia 280 = 182 W
805 GFLOP/s = 0.23 W/(GFLOP/s)

Dvs GPU seks gange så energi-effektiv!

GPU programmering

Kom igang...

CUDA-kompatibelt nVidia kort

standard distrib (ubuntu, mandriva, suse, et.al.)

nVidia CUDA driver for X

CUDA C compiler, toolkit/SDK, libs, debugger, pro�ler



GPU programmering

Programér...

tungt, regne-intensivt problem

idé til �ertråds-algoritme

data-tilgang

bland f.eks. GCC kode med GPU kode

�er-niveau hukommelse: register, local, shared, global.. .

manuel 'cache' styring

Et eksempel

Et KISS eksempel

Koncepter: kernel, grids, blocks, device memory pointer

Keywords: __global__ , __host__ , __device__

Metoder: memory copy af data

Debug: device emulation

Programmeringsmodel



Programmeringsmodel

Programmeringsmodel

god gammeldags pointer gymnastik

ingen hardware pageing eller memory protection

dårlig debug muligheder

ingen standard-lib funktioner



CPU vs GPU - Transistors

CPU (x86) GPU

CPU vs GPU hardwarearkitektur



GPU hardwarearkitektur

Warps og SIMT

32 parallel threads = a warp



Control Instructions 1: Flow

Bytter cache $ thread

if, switch, do, for, while

forskellige execution paths ! divergerende threads

SIMD/SIMT ! SISD

Konklusion: undgå if s!

Control Instructions 2: Inlining

Stackless GPU core

All functions are inlined

Architecture very different from multi-core CPUs

Konklusion: kan ikke køre f.eks. en linux kerne
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GPU hardwarearkitektur - igen

GPU hukommelse

type placering bemærk.
registers on-chip
shared on-chip
local off-chip
constant off-chip cached
global off-chip non-cached
texture off-chip cached

Konklusion

brug lokal (reg/shared) hukommelse

global hukommelse latency kan dog spares ved threading

programmer selv caching!



Hukommelsestilgang - Coalescence

OK

BAD

Hukommelsestilgang - Bank Con�icts

OK

BAD
Konklusion: svært at gennemskue, mangler værktøj!





Architecture

Amdahl's law

maximum speedup �
1

(1 � P) + P
S

where P is the proportion of the code able to run in parallel,

and S is the speedup improvement of the P fraction.

Example: 94% of the code can run in parallel (P = 0:94),

taking S ! 1 gives

speedup = lim
S!1

1

(1 � 0:94) + P
S

=
1

(1 � 0:94)
= 16:7

or taking S = 2 giving speedup of 1.9



GADGET2 Analysis

Localize bottlenecks / Analyze / Re-implement.

Reverse-engineering of tree algorithm

traverses tree for each particle, calculates F i = Fnear + F far

force_treeevaluate_shortrange() , 346 lines.

highly optimized code, heavy use of preprocessor,
“un-rolled” functions.

Highly irregular algorithm,
complicated memory-access pattern,
data-dependent execution path!

Re-implement: GPU Mode

Localize bottlenecks / Analyze / Re-implement.



Performance: Local Speedup
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Performance: Memory Usage
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Performance: Block and Grid Size
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Gotcha's: Crash of X Graphic Driver

Kernel terminated after � 5 sec

X Windows problem only, not seen on Tesla

Solution: run in console mode, Ctrl-Alt-F12 or dual graphics



Gotcha's: Overheat
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Gotcha's: Compiler Issues

Local memory exhausted

Make with NVCCFLAGS:=-ptxas-options=-v �ag:

ptxas info : Compiling entry function
'_Z44force_treeevaluate_shortrange...'

ptxas info : Used 39 registers, 984+0 bytes lmem,
8220+28 bytes smem,
180 bytes cmem[0], 52 bytes cmem[1]



Gotcha's: Compiler Issues

NCC not ANSI-C

No-no's:

void FunElipse(int arg0,...)

exit(-1);

abort();

assert(1);

...

Gotcha's: Compiler Issues

No printf(), atoi(), atof(),... : Make it!

// 0=no check, 1=asserts, 2=dbg printsystem
#define CUDA_DEBUG_GX 0
...
PRINT_DEV_MSG_S("hello from the GPU");
PRINT_DEV_MSG_I(target);
PRINT_DEV_MSG_D(pos_x);

No assert() : Use my printf function

ASSERT_DEVICE_GX( base<NumPart );

Inlining gives looooong compilation time!

Gotcha's: Debugger

working only on Redhat for CUDA 2.2?

working on all distrib for CUDA 2.3?

stable?

still error in coalesced counts?



Unresolved GPU Issues

How to pro�le GPU performance (memory/speed)?

open-source c-compiler/toolchain?

is nvcc partly based on gcc?

Resources

G2X site:
http://frigaard.homelinux.org/g2x/

GADGET2 site:
http://www.mpa-garching.mpg.de/gadget/

CUDA site:
http://www.nvidia.com/object/cuda_home.html

Mergeit Aps:
http:/www.mergeit.dk


